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Abstract
In 2020, New Jersey experienced two distinct waves of COVID-19. Municipalitylevel data reveal patterns that are masked by the county-level data: nearby municipalities can have COVID-19 case rates that are very different from each other and from the
average rates within their county. Although the number of COVID-19 cases is only a
single indicator of the pandemic’s effects on communities, the large variation across
municipalities on this indicator supports the importance of examining municipal-level
variation on other indicators of COVID-19 impact. This working paper, subject to
edits, describes the methods used to collect, clean and analyze the data provided in the
research brief Municipal variations in COVID-19 case rates in New Jersey released
April 5, 2021, by the Senator Walter Rand Institute for Public Affairs.
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Introduction

In early 2020, as COVID-19 began spreading through New Jersey, Governor Phil Murphy issued executive orders closing many schools and businesses and implemented social
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distancing measures to protect the public health of the State. In the past year, New Jerseyans
across all regions have experienced health and economic impacts of the global pandemic.
This coming year will see efforts to mitigate the continued detrimental effects of COVID-19
through vaccination and other measures, such as economic recovery tools.
Safeguarding health, improving the economy, and promoting wellness will require
decisions about how to mobilize assets across the state. Organizations are advocating for
resources in their local service areas, and government and philanthropic leaders are creating
programs that aim to allocate resources equitably. With the goal of providing information
to aid these decisions, this brief describes the timeline of COVID-19 progression at the
municipality-level across New Jersey.
Senator Walter Rand Institute for Public Affairs (WRI) at Rutgers, The State University
of New Jersey, followed a variety of sources that released data about new cases at the
municipality-level from April 22, 2020 to December 31, 2020. Data sources ranged from
county health departments to municipality Facebook pages. This data collection effort
began because to that date, the New Jersey State Department of Health had not released
COVID-19 at the municipality level.
This document provides the technical documentation for the data provided in the research
brief at the WRI website. Below we describe the methods for collecting, cleaning, and
analyzing the data. This is a working paper and may be edited.
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2.1

Methods
Municipality-Level Data Collection Process

Beginning on April 22, 2020, a team of students and staff at WRI began recording the
number of cumulative cases reported by municipalities across New Jersey. The complete
list of data sources is in the Data Sources section.
2.1.1

Measurement Noise

According to psychometric principles, every data set is a combination of a true value
and measurement noise. This section explains known sources of measurement noise.
The true value in this data set is the actual cumulative number of COVID-19 cases in
residents of a municipality on a given date. Sources of measurement error include revisions
in reporting and incorrect recording of data by the Rutgers team.
We recently became aware of another Rutgers effort to document some COVID-19 case rates at the
municipality level. This effort is led by Zhongyuan Mi, Xiang Ren and Panos Georgopoulos of the Computational Chemodynamics Laboratory (CCL) at the Environmental and Occupational Health Sciences Institute
(EOHSI) at Rutgers University. Their dashboard can be found here.
The protocol was for data to be collected every 1-3 days. For a number of reasons, including staff turnover,
school breaks, or sources not updating data, some municipalities have larger gaps between data points.
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Revisions in reporting: In New Jersey, official tallies of COVID-19 infections are
tracked through an electronic state-wide database, the Communicable Disease Reporting
and Surveillance System (CDRSS). Particularly early in the COVID-19 pandemic, the
time-consuming process of adding to this database sometimes meant delays between when
cases were known to local health officials and when they were entered into the CDRSS.
These delays, combined with periodic changes to local recording processes and criteria for a
positive test result, make it likely that case numbers reported on a given day were sometimes
later revised in the official record. However, without access to the CDRSS and historical
data about time of case input, it would be difficult to quantify the extent of these revisions.
It is important to note that such uncertainty about potential case count revision is a
challenge even within the Johns Hopkins Coronavirus Database (JHU Github), which is
the county-level data source used by many researchers and media outlets. To provide some
perspective about the frequency of revisions, we examined New Jersey’s county-level data
as reported by the JHU Github and looked for instances where cases went down over time
(i.e. days where cumulative cases on Day X were lower than on Day X-1). Such a decrease
would suggest a revision in data. Between March 5, 2020 (the date of the first positive
COVID-19 test in New Jersey) and December 31, 2020, about 1.2% of entries were lower
than the previous day’s entry. (This reflects 75 of the 6342 entries examined. The 6342
entries reflect 21 New Jersey Counties multiplied by the 302 days examined). Thus, even
if cases were perfectly recorded from original sources, this analysis suggests measurement
noise within the original sources.
Although complete certainty about case count revisions is not possible, this analysis
provides context to suggest both that revisions likely happened, and that the overall conclusions drawn about cumulative case counts over time are not likely to be widely affected by
these revisions.
Incorrect recording of data by the Rutgers team: Sources usually reported data as
individual values embedded on some sort of a website dashboard rather than a spreadsheet.
This meant that data were manually transcribed from a website to a spreadsheet rather than
through file upload. This introduces the possibility for human transcription error.
To minimize error, it would be typical to look for transcription errors (and resolve them)
by comparing transcriptions from multiple human observers. However, only one person
from the Rutgers’ team was assigned to each municipality on a given date. Since many data
sources provide only a snapshot of cases on a given day and not a link to download data
from past days, independent observers could not retroactively look back in time to make
multiple assessments of the data.
There is an additional challenge in checking data for accuracy. Consider a hypothetical
case where the data set includes a value of 55 cases reported on Day 25 and a value of 50
cases reported on Day 26. The true value of cases cannot decrease. But which value should
be considered correct? Was there human error in the recording of data from the source? Or
Personal communication with a New Jersey County Health Officer, April 2020
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was there a change in the state database or criteria that means these values are an accurate
transcription of the state data (but an inaccurate reflection of the true case count)?
At this point, it is impossible to know with certainty the extent to which these municipality data reflect either the true values of cases in municipalities or the values recorded in
official state sources. Indeed, should the state release their historical data, discrepancies are
expected because of the reasons above.
Although verifying the accuracy of each individual data point is not possible, there
are several reasons to feel confident in the trends over time for each municipality. The
sections below describe manual and mathematical processes used to clean the data and
make decisions about the values reported.

2.2

Description of Data File
Table 1: Fields in data set

Column Field name
1
2
3
4
5
6
7
8
9
10
11
12
13

Field Description

Municipality
County
FIPS2010

Name of municipality
County where municipality is located
FIPSID of the municipality, as described in the section on
geographic identifiers
Population2010
Population of municipality in the 2010 census
TotalCasesOn27-Apr-2020 Cumulative number of cases reported for the spring peak
ActualDateSpring
Date used for the spring peak if data were not recorded on
April 27.
CasesPer100KSpring
Cumulative rate of cases per 100,000 population for the
spring peak
TotalCasesOn30-Jun-2020 Cumulative number of cases reported for the summer dip
ActualDateSummer
Date used for the summer dip if data were not recorded on
June 30
CasesPer100KSummer
Cumulative rate of cases per 100,000 population for the
summer dip
TotalCasesOn13-DecCumulative number of cases reported for the late fall peak
2020
ActualDateFall
Date used for the late fall peak if data were not recorded on
December 13.
CasesPer100KFall
Cumulative rate of cases per 100,000 population for the
late fall peak
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2.3

Data Sources

Following is a list of sources for the full data set. Over time, some websites have
changed and some sources stopped (or started) reporting. To provide a complete accounting
of methods, we include all the URLs where we downloaded any data, even if those sources
are no longer reporting data.
• Atlantic County: Atlantic County
• Bergen County: Bergen County, Bergen County Executive Facebook page
• Burlington County: Burlington County
• Camden County: Camden County
• Cape May County: Cape May County
• Cumberland County: Cumberland County
• Essex County: Essex County
• Gloucester County: Gloucester County
• Hunterdon County: Hunterdon County
• Hudson County: Bayonne’s website, East Newark’s website, Guttenberg’s website,
Harrison’s website, Hoboken tracker (not official), Jersey City tracker (unofficial,
taken down), Kearny’s website, North Bergen’s website, Secaucus’ website, Union
City’s website, Weehawken’s website, West New York’s website,
• Mercer: Mercer County
• Middlesex County: Middlesex County
• Monmouth County: Monmouth County
• Morris County: Morris County
• Ocean County: Ocean County, Ocean County (old version)
• Passaic County: Passaic County, Passaic County’s Facebook page, Clifton’s website, Hawthorne’s website, Little Falls’ website, North Haledon’s website, Passaic’s
website, Ringwood’s website, Totowa’s website, Wayne’s website
• Salem County: Salem County Department of Health and Human Services Facebook
page
• Somerset County: Somerset County Coronavirus Information Hub, TAPinto information on Somerville, My Central Jersey website
• Sussex County: Sussex County, Insider NJ
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• Union County: Berkeley Heights website, Clark’s website, Cranford’s website, Elizabeth’s website, Fanwood’s website, Garwood’s website, Councilman Cook’s (of Hillside) Facebook page, Linden’s website, Mountainside’s YouTube channel, New Providence’s website, Plainfield’s website, Rahway’s website, Roselle’s website, Roselle
Park’s website, Scotch Plains’ website, Springfield’s website, Summit’s website,
Union’s website, Westfield’s website
• Warren County: Warren County

2.4

Data Analysis Process

To clean the data and ensure fidelity in mapping, the following steps were taken. First,
we checked that the geographic identifiers matched the municipality. Second, we chose three
target dates that reflected key characteristics of the pandemic. Third, we ran a statistical
program to detect outliers surrounding the dates we recorded. Fourth, we manually checked
data flagged by the program as outliers. Fifth, we explored alternative models for data
reporting. Each step is described in more detail below.
2.4.1

Geographic identifiers

Mapping municipalities requires the use of geographic identifiers (GEOIDs). GEOIDs
are the link between the municipality-level data and the map associated with that data. The
GEOIDs used here are the Census Bureau’s 10-digit FIPS codes for county subdivisions (i.e.,
municipalities). The data sources reference municipalities by name, not by GEOID. Two
subsequent steps were taken to ensure accuracy in adding GEOIDs to the data. First, a codedriven integration was compared to a manual integration, and discrepancies were examined
individually. Second, a separate person manually checked the completed data set to look
for anomalous data that would suggest an incorrect assignment of FIPS to municipality.
These steps are necessary both because there is a high degree of similarity in names among
many of New Jersey’s 565 municipalities and because individual municipalities have in
some cases been historically referenced by multiple, slightly different, names.
2.4.2

Target dates

To summarize the data, three dates were used. The first, April 27, 2020, represents
cumulative case counts near the height of the spring peak of the pandemic when there
were clear regional differences case rates. The second, June 30, 2020, represents a time
period when case rates were near their lowest in 2020. The third, December 13, 2020,
represents a point well into the second wave, when high case rates spread across the state.
Because of the data collection procedures and missing data, not every municipality had
case rates on each date. Thus, a computer algorithm selected the data closest in date to
A description of the codes is found here.
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the target dates. The algorithm was confined to an 11-day window centered on the target
date, and the algorithm searched dates in the following order of distance from the target
date [0, −1, 1, −2, 2, −3, 3, −4, 4, −5, 5]. In other words, for the target date of June 30, the
algorithm first checked for data on June 30. If no data existed for that date, the algorithm
next looked at June 29, then July 1, then June 28, and so on. The downloadable data file
indicates the actual date used for each municipality. In cases where no data existed within
the 11-day window, the spreadsheet value is blank. In practice, the majority of data were
available on the target date. Table 1 provides context for data availability on the target date.
Table 2: Target Dates: Summary of missing data and dates used.
# Munis
with data
April 27
June 30
December 13

# Munis
% on
missing target date
data

560
551
510

5
14
55

94%
79%
48%

average
"shift"*
0.06
0.53
0.75

*"Shift" was calculated as the absolute
value of the difference in days between
the target date and the actual date. Thus,
the minimum value is 0 and the maximum
value is 5. Shifts were averaged across
municipalities to give a sense of overall
variability in dates recorded.

2.4.3

Flagging outliers

Any time data are manually recorded, there is a the possibility of an error. Small
errors (such as recording a number as plus or minus one) are unlikely to change any
meaningful interpretation of the data. However, larger errors that could be common (such
as transposing two digits from 19 to 91), could make a large difference in interpretation. To
check for outliers such as these, a program to detect outliers was written in MATLAB. This
program first takes the second differencing over the time-series for a given municipality
and examines individual resulting data points (the target data) with the distribution over
the entire differenced time-series (the context data). Note that second differencing is
required to account for the fact that the data are cumulative, and the trend resulting from
the exponential nature of the disease spread. The algorithm then applies the commonly
used standard deviation based outlier detection method to flag target data that are more
than k standard deviations away from the mean of a normal distribution fitted over our
context data. The parameter k was chosen to be 3 since it appears to work well in practice.
7
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The outlier program was run for each municipality for the three target dates. The outlier
program flagged 62 values from a total of 1621 data points (565 municipalities x 3 target
dates - 74 missing data points). Each possible outlier was manually examined. The majority
(57 of 62) did not contain noticeable errors but were likely flagged because of missing data
surrounding the target date. In five cases, there appeared to be errors on the target date or
a nearby date. These suspicious values were manually deleted from the file and appear as
missing data.
2.4.4

Alternative models for data reporting

There are at least two possible concerns with the single-date reporting. First, it could
provide a noisy estimate of the true value, particularly given the possibilities of error
described in the section on Measurement Noise. In addition, the method of selecting data
for the target dates could bias case rates, particularly in cases when cases are rising rapidly.
When there are missing data on the target data, the algorithm we used is functionally
comparing true values from different dates. One way to account for this is to average data
around the target window rather than recording data from a single date. The advantage of
this approach is that it could smooth out noise. The disadvantage is that if missing data are
skewed differently for municipalities, it could serve to exacerbate bias rather than reduce
bias.
To investigate the value of using this method, we compared data averaged across the
11 day window to the single day point-in-time data. We calculated an average absolute
bias for each municipality by assigning each of the dates in the 11-day window an integer
representing its difference from the target date (min = -5; max = 5), and then averaging
these values for all the data points available in the 11-day window for each municipality.
For example, a municipality with data on the target date (0) and the two dates before and
after (-1 and +1) would have an average bias of 0, while a municipality with no data on the
target date, but data available on the 2nd and 4th days after the target date would have a bias
value of 3. This "average-window" bias was then compared with the "closest-date" bias.
The data in Table 2 demonstrate that the "average window" bias is usually greater than
the closest-window bias, suggesting the use of the closest-date method for selecting data.
Table 3: Comparing average-window and closest-date bias

April 27
June 30
December 13

Average-window bias
(mean)

Closest-date bias
(mean)

0.50
1.16
0.63

0.06
0.53
0.75
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2.5

Calculating case rates from case counts

Case counts were transformed into cumulative case rates by dividing the total number of
cases by the population in a relevant geographic region. Population values were taken from
the 2010 US Census.

2.6

County-level data

Where reported, county-level case counts were extracted from COVID-19 Data Repository
by the Center for Systems Science and Engineering (CSSE) at Johns Hopkins University.

2.7

Daily increases in new cases

Figure 1 tracks new case rates by day. To account for weekly variations in case reporting that
are likely unrelated to case incidence, each day’s data is plotted as the average of new cases
in the 7-days preceding that date. For example, the smoothed number of cases reported on
June 8 would be the total number of cases reported June 1 - June 7 divided by 7.

3

Results

The remainder of this technical brief is a copy of the text that appears in the research
brief presented here.
The main conclusion is that the COVID-19 case rates (number of cases, adjusted for
population) vary throughout New Jersey—both across geographic areas and over time. The
two waves of the pandemic, in spring of 2020 and late fall 2020, show clear regional
patterns. Municipality-level data during the first wave demonstrate that COVID-19 case
rates were largely predicted by proximity to New York City and Philadelphia. In contrast,
municipality-level data during the second wave show broader and lower rates throughout
the state. During the first wave, southern New Jersey as a region had later and smaller case
rates than the rest of the state. In contrast, during the second wave, southern New Jersey
as a region had case rates as high as northeastern New Jersey. In both waves, municipality
maps reveal important patterns that are masked by county-level maps. Taken together, these
results suggest that municipality-level data at distinct time points, in spring 2020 and fall
2020, rather than total numbers of cumulative cases at the county-level, provide important
guidance to those advocating for and making decisions about resource allocation at the local
and county levels.

3.1

First wave vs. second wave: regional effects

The United States as a whole (purple line, Figure 1) experienced three pandemic waves
in 2020. Nationally, the first wave peaked in early April and then slowly declined. The
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second peak began in June and peaked in mid-July. The third wave began in mid-October
and peaked in December. In contrast to the country, New Jersey experienced two pandemic
waves, one in the spring of 2020 and one in late fall of 2020. We defined the first wave in
New Jersey as the total number of cases per 100,000 population in each municipality until
April 27, 2020, and the second wave as the total number of cases per 100,000 population
between June 30, 2020 and December 13, 2020. Interestingly, the two waves differed in
how they affected regions of New Jersey. During the first wave, northern New Jersey had
far higher case rates than counties in southern New Jersey. Counties in the northeast part
of New Jersey, nearest to New York (blue line), had the earliest and highest peak. Counties
in the northwest part of the state (red line), had a slightly later, slightly smaller peak. And
counties in southern New Jersey had the latest, smallest peak (yellow line). With the goal
of understanding the regional effects more clearly, the next two sections examine case rates
in municipalities for each wave.

Figure 1: The figure plots new daily cases per 100,000 residents (y-axis) as a function
of time (x-axis) for four different regions: the entire USA (purple), northeast counties (blue
line: Bergen, Essex, Hudson, Middlesex, Monmouth, Ocean, Passaic and Union Counties),
northwest counties (red line: Hunterdon, Mercer, Morris, Somerset, Sussex, and Warren),
and southern counties (yellow line: Atlantic, Burlington, Camden, Cape May, Cumberland,
Gloucester, and Salem). For each region, the total number of cases in the region was
summed and divided by the total population in the region. Data were retrieved and smoothed
as described in the Methods section.
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Figure 3: The color shows the num-

Figure 2: The color shows the num-

ber of positive COVID-19 tests accumulated in each municipality between January 22, 2020 and April 27,
2020.

ber of positive COVID-19 tests accumulated in each county between
January 22, 2020 and April 27, 2020.

3.2

First wave: Municipality vs county

The maps of the first wave at the county (Figure 2) and municipality (Figure 3) levels
replicate the broad geographic differences first shown in Figure 1. In these maps, darker
shades of red indicate higher case rates. The first wave of the pandemic affected northeastern
New Jersey far more than northwest and southern New Jersey. The dark red areas on the
map in Figures 2 and 3 are almost exclusively located near New York City. Of the 100
municipalities with the highest first wave COVID-cases, 87 were in the northeast region, 11
were in the northwest region, and two were in the southern region. This is likely because of
the geographic proximity of these municipalities to New York City, which was the epicenter
of COVID-19 in the U.S.
The municipality map also reveals regional differences in case rates within counties.
For example, the eastern parts of Bergen, Passaic, Hudson, Union, Essex, Middlesex and
Monmouth counties had higher case rates than the western parts of the counties. The
speckled light and dark patterns across the state are another example of the nuance of
case rates. In some areas, there is a sprinkling of lighter municipalities embedded within
otherwise red counties. In other areas, darker red municipalities are sprinkled within
11
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otherwise lighter counties. For example, Hoboken, NJ, in Hudson County, exemplified
the lighter sprinkle in a redder county. Case rates in Hoboken on April 27, 2020, were
889/100K, while the adjacent municipality of Weehawken had a case rate nearly double that,
at 1857/100K population, and the municipality just north of Weekawken, West New York,
had case rates three times higher than Hoboken (at 3179/100K). In southern New Jersey,
Willingboro, located in Burlington County, is an example of a red municipality sprinkled into
a lighter county in the first wave. Willingboro had case rates of 1230/100K, which is much
higher than surrounding municipalities of Delran (385/100K), Moorestown (588/100K),
Mount Laurel (308/100K), Westhampton (655/100K), and Hainesport (380/100K).

3.3

Second wave: Municipality vs county

In contrast to the first wave, the second wave affected a much broader region of the
state. The county (Figure 4) and municipality (Figure 5) maps show that instead of being
clustered near New York City, the redder patches of high case rates are spread throughout
the state. Visually, there appear to be at least four red clusters in New Jersey: (1) near
New York City (in the eastern parts of Hudson, Essex, Passaic, Union and Monmouth
Counties); (2) in Ocean County, near Lakewood; (3) near Philadelphia, in the western parts
of Burlington County, Camden County, and then spreading through Gloucester County and
southern Camden County; and (4) in eastern Atlantic County, near Atlantic City. Like
the first wave maps, the second wave municipality maps also have the speckled pattern
hidden by the county maps. For example, Hammonton in Atlantic County had much
higher case rates (4383/100K) than nearby municipalities of Folsom (2885/100K) and
Mullica (1353/100K), as well as higher rates than the county as a whole (3237/100K).
Similarly, Camden City (4445/100K) and Pennsauken (4697/100K) had case rates much
higher than their neighbors in Collingswood (2329/100K), Haddon Heights (1308/100K),
and Haddonfield (1768/100K). In northwest New Jersey, Union Township (4808/100K),
had much higher case rates than anywhere else in Hunterdon County (1755/100K).

4

Conclusions

The data presented in this brief clearly show that in New Jersey, there are broad regional
differences in the number of COVID-19 cases during the first two waves of the pandemic.
In addition, the municipality-level data reveal patterns that are masked by the county-level
data: nearby municipalities can have COVID-19 case rates that are very different from
each other and from the average rates within their county. Although the rate of COVID-19
cases is only one indicator of the impact that COVID-19 has had in communities, the large
variation in this municipal indicator suggests looking for municipal-level variation in other
indicators related to COVID-19 impact. Combining economic and social indicators such
as labor force participation rates and social vulnerability indices with rates of COVID-19
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Figure 4: The color shows the num-

Figure 5: The color shows the num-

ber of positive COVID-19 tests accumulated in each county between
June 30, 2020 and December 13,
2020.

ber of positive COVID-19 tests accumulated in each municipality between June 30, 2020 and December
13, 2020.

help inform how aid and policies can be tailored to address disparate levels of impact and
community need.
This brief provides a visualization of the substantial variation in COVID-19 rates that
exists across municipalities. This information can be essential to groups seeking resources
to address the impacts of COVID-19 in their municipalities and regions. These data are
available for download on WRI’s website. In addition to their potential value for research, the
data also can serve as a tool for advocacy efforts around equitable distribution of resources.
In addition, these data can provide insight to those seeking to make evidence-informed
decisions and planning on equitable aid allocations across the state and within counties.
We encourage questions and caution that to more fully understand COVID-19 impacts,
these data are best used within the broader context of other municipality demographics and
indicators.
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